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[1naH goknaga BEKOH

Teopwusd Linux user namespace

[MpobnemaTnKa

KoHTenHepbl n K8s BcTpeyatoT UserNS

3akioyeHne
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Teopud Linux user namespace
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Linux namespaces BEKOH

Namespace types
The following table shows the namespace types available on Linux.
The second column of the table shows the flag value that is used
to specify the namespace type in various APIs. The third column
identifies the manual page that provides details on the namespace
type. The last column is a summary of the resources that are
isolated by the namespace type. /proc/pid/ns/ directory
Namespace Flag Page Isolates Each process has a /proc/pid/ns/ subdirectory containing one
Cgroup CLONE_NEWCGROUP cgroup_namespaces(7) Cgroup root entry for each namespace that supports being manipulated by
directory setns(2):
IPC CLONE_NEWIPC ipc_namespaces(7) System V IPC,
POSIX message fotal @
queues Irwxrwxrwx. cgroup -> cgroup:[4826531835]
Network  CLONE_NEWNET network_namespaces(7) Network Irwxrwxrwx. ipc -> ipc:[4026531839]
devices, Irwxrwxrwx. mnt -> mnt:[4026531840]
stacks, ports, Irwxrwxrwx. net -> net:[4826531969]
atc. lrwxrwxrwx. pid -> pid:[4026531836]
Mount CLONE_NEWNS mount_namespaces(7) Mount points Lrunxrurui. p?d—for—chllqren ~> pid:[4626531834]
PID CLONE_NEWPID pid_namespaces(7) Process IDs Lruxruxruix. time -> time:[4026551834]

. . lrwxrwxrwx. time_for_children -> time:[4©26531834]
Time CLONE_NEWTIME time_namespaces(7) Boot and 1PWXPWXPWX. USer -> user:[4826531837]

monotonic Irwxrwxrwx. uts -> uts:[4826531838]
clocks

CLONE_NEWUSER  user_namespaces(7) User and group
IDs

CLONE_NEWUTS uts_namespaces(7) Hostname and
NIS domain
name

$ 1s -1 /proc/$%$/ns | awk '{print $1, $9, $10, $11}’
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cTtopua root nonb3oBaTtensa u capability BEKOH

Bexu pa3sutuns

« Jlo Bepcuu Linux 2.2
« o 1999 roga
* [lonb3oBaTtenb root (UID O) co BceMum npuBUIErMAMU
« OcTanbkHble nonb3oBatenn (UID He 0) 6e3 npuBuiermm

« CBepcuunLinux 2.2 po 3.8

« [MpuBUNernm nonb3oBatenga root pa3dbunBatoTca Ha capability
« Ha npumep, CAP_NET_ADMIN, CAP_SYS_ADMIN, CAP_NET_BIND_SERVICE » T.0.

« Capability Mo>xHO 3abupaTb 1 BblgaBaTb
« 3a capability Nno cyTn cKpbiBaeTca CUCTEMHbIV BbI3OB C onpeaenéHHbiMM apryMeHTamMm

« CBepcun Linux 3.8
« C2013 104
« [logBneHume user namespaces (UserNS) n geneHume Ha initial n unprivileged user namespaces
« Capability mnepecTtann HocuTb rnobanbHbIM XapaKTep, a CTallM OTHOCUTCH K User namespaces
 [logBunca Global root aTo root B initial user namespace
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[TpoBepka npusunernmn B UserNS BEIKOH

bbino Ctano

= Process
rocess (sshfs)

(sshfs) Add a mountpoint

Add a mountpoint lr:];m:r;gtégt
in this mount T
____Nhamespace

Check for
CAP_SYS_ADMIN \
wrt to userns '

Check for
CAP_SYS_ADMIN '\
wrt to userns

container

container

" " Alban Crequy
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https://kinvolk.io/blog/2020/12/improving-kubernetes-and-container-security-with-user-namespaces

MannuHr nonb3oBaTteneu

(Optional) User namespaces — | "iioimmicnme

Maps a non-root user to the pseudo “root” in a container
Pretends to be the root in the container (apt-get, dnf, ...)
Just a non-root user outside the container

Mitigates potential container breakout attacks

0 (root) Non-root

Container’s UID space \

0 (pseudo root) ~ 2'°-1

User namespaces were r‘nerged in Linux v2 3 (2007), enhanced in Linux v3.! 013)

" ' Akihiro Suda (NTT)
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https://github.com/AkihiroSuda/AkihiroSuda/blob/master/slides/2023/20230615%20%5BKyoto%20University%5D%20The%20internals%20and%20the%20latest%20trends%20of%20container%20runtimes.pdf

CospaHue unprivileged user namespaces

Creation of new namespaces using clone(2) and unshare(2) in most
cases requires the CAP_SYS ADMIN capability, since, in the new
namespace, the creator will have the power to change global
resources that are visible to other processes that are
subsequently created in, or join the namespace. User namespaces
are the exception: since Linux 3.8, no privilege is required to
create a user namespace.

unshare(2)
The unshare(2) system call moves the calling process to a
new namespace. If the flags argument of the call
specifies one or more of the CLONE_NEW* flags listed
above, then new namespaces are created for each flag, and
the calling process is made a member of those namespaces.
(This system call also implements a number of features
unrelated to namespaces.)

root@nginx-deployment—fc57c95c8-cvw5l: /# su tester
tester@nginx—-deployment—fc57c95c8-cvw51l:/$ id

uid=1000(tester) gid=1000(tester) groups=1000(tester),100(users)
tester@nginx—-deployment—fc57c95c8-cvw51l:/$ unshare -r
root@nginx—-deployment—fc57c95c8-cvw5l: /# id

uid=0(root) gid=0(root) groups=0(root),65534(nogroup)
root@nginx—-deployment—fc57c95c8—cvw51l: /#
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[TpobnemaTtuka
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Unprivileged user namespaces pobpo nnun 3no? GEIKOH

@ INFORMATION
SECURITY

f Home user namespaces: do they increase security, or introduce new attack surface?
[ Questions Asked 1 year, 4 months ago  Modified 1 year, 4 months ago  Viewed 768 times

& Tags
user namespaces in Linux are presented as a security feature, which should increase security. But is
this really true?

The Overflow Blog
A2 Users

7" Developers get by with

Is it possible that while user namespaces fix one kind of problem, they introduce another, Al- Stack Overflow Kno

Linux user namespaces might nOt UserNamespacesWhvSecuritvProblems
be secure enough? a.k.a. subverting
POSIX capabilities

o Erica Windisch - Follow
Sminread - Nov 3,2015

One reason why user namespaces keep enabling Linux kernel
security issues

December 7, 2016

Q: How disabling CONFIG_USER_NS cuts the attack surface? It's needed for containers!
Ccbinku: 1,2,5,

A: Yes, the CONFIG_USER_NS option provides some isolation between the userspace programs, but the tool
recommends disabling it to cut the attack surface of the kernel.
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https://security.stackexchange.com/questions/267628/user-namespaces-do-they-increase-security-or-introduce-new-attack-surface
https://utcc.utoronto.ca/~cks/space/blog/linux/UserNamespacesWhySecurityProblems
https://github.com/a13xp0p0v/kernel-hardening-checker?tab=readme-ov-file#questions-and-answers
https://medium.com/@ewindisch/linux-user-namespaces-might-not-be-secure-enough-a-k-a-subverting-posix-capabilities-f1c4ae19cad

Oooops! BEKOH

Creation of new namespaces using clone(2) and unshare(2) in most
cases requires the CAP_SYS ADMIN capability, since, 1in the new
namespace, the creator will have the power to change global

resources that are visible to other processes that are
subsequently created in, or join the namespace. User namespaces

are the exception: since Linux 3.8, no privilege 1s required to
create a user namespace.
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YBenmymnBaem NoBEPXHOCTb aTaky Ha 9400 BEIKOH

PaHblUe 9TO MOr caenaTb TObKO NPUBUNErMPOBaAHHbIW MONb30OBaTENb, 8 TENEPb U OObIYHbIN

Why does it happen?

1nt some kernel func(void) nayeontain
{ bugs

1T (lecapable(CAP Y5 ADMIN))
return —-EPERM;

d* do some privileged stuff *

“, Ilgnat Korchagin
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https://www.slideshare.net/slideshow/linuxnamespacespdf/263209007

YA3BUMOCTU 94pa

Bce KoHTeNHepbl pasoensioT mexay cooomn agpo xoctosom OC.

Mpumepsl ya3BUMocTen ana nobera:

CVE-2023-35001
CVE-2023-31248
CVE-2023-25809
CVE-2022-47929
CVE-2022-2327
CVE-2022-0492
CVE-2022-0185
CVE-2021-22555

KoHdpepeHums no BEsonacHoctn KOHTENHEPOB 1 KOHTENHEPHbIX CPe[,

Container A

LEIKOH

Container B Container C

PROCESS A PROCESS B

Filter:

e Seccomp
« MAC

e CAPS

nNnamespaces

Filter: Filter:

e Seccomp e Seccomp
« MAC « MAC

o CAPS o CAPS

namespaces namespaces

Network Storage
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https://cve.mitre.org/cgi-bin/cvekey.cgi?keyword=user+namespace
https://cve.mitre.org/cgi-bin/cvekey.cgi?keyword=user+namespace

Google Bug Bounty BEKOH

Google Vulnerability Rewards Program (VRP):
. — NporpamMma Bo3HarpaxmneHunm 3a ya3smumocTt K Kubernetes

. ~ MporpamMmma BO3HarpaxaoeHumn 3a ya3BuMmocTu B gape Linux

$1,250,000

Vulnerability needs userns

$1,000,000

5750 000

$500,000

Mumber of exploits

L)
=]
-
m
=
[
-
©
=
(=]
=

$250,000

50

io_uring net fg

B Total rewards [ Number of exploits
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https://google.github.io/kctf/vrp.html
https://google.github.io/security-research/kernelctf/rules.html
https://docs.google.com/spreadsheets/d/e/2PACX-1vS1REdTA29OJftst8xN5B5x8iIUcxuK6bXdzF8G1UXCmRtoNsoQ9MbebdRdFnj6qZ0Yd7LwQfvYC2oF/pubhtml

kernelCTF GEKOH

YMeHblUeHne BbinnaTt npu ucnonb3oBaHum unprivileged user namespaces

Reward
e $21.000 if the exploit does not use user namespaces and io_uring
e $10.500 if the exploit uses user namespaces or io_uring

o This reward is based on whether the exploit works on GKE AutoPilot or not. AutoPilot currently does not enable unprivileged user

namespaces and they are also considering disabling io_uring.

* Reduced attack surface bonus (+$20.000)

o Criteria: Exploit works without using unprivileged user namespaces.

KoHdpepeHums no BEsonacHoctn KOHTENHEPOB 1 KOHTENHEPHbIX CPe[, 16


https://google.github.io/security-research/kernelctf/rules

KoHTponb UserNS B pa3Hbix OC GEKOH

Ubuntu
 Kkernel.unprivileged_userns_clone
« C Ubuntu 23.10 HoBbIM sysctl kernel.apparmor_restrict_unprivileged_userns
«  CneumanbHbit AppArmor npodunb /etc/apparmor.d/usr.bin.<FOO> onga coszgaHma UserNS

Debian

e uUser.max_user_namespaces
ALT Linux

« kernel.userns_restrict
RHEL

¢ usermax_user_namespaces

B Linux v6.1 (2022) noaBunca LSM hook: userns_create
« MOoO)XHO nonmMaTthb Yepe3 eBPF LSM 1 peanm3oBaTb CBOKO NOTMKY BblIHECEHUA BEPOUNKTA
« bBonee rmbkmnm cnocod KOHTPONA 3a co3gaHmeM HoBbIx UserNS

KoHdpepeHums no BEsonacHoctn KOHTENHEPOB 1 KOHTENHEPHbIX CPe[, 17
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KoHTenHepbl n K8s
BCTpeuatoT UserNS
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[Tpobnema root nonb3oBaTena B KOHTENHepPaXx

‘ - BEKO

e

[lo yMon4aHuio, root BHYTPU KOHTENHEpPa 9TO root Ha XocTe.

root
root
root
sadm
sadm
sadm
root
root
root
root
root
root
root
root
root
root
root
root
root

2966156
2966174
2966375
2966394
2966421
2966422
2988902
2988922
2989066
2989099
2989116
2989333
2989352
596808
596827
598309
598334
599854
701694
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4
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4
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Ssl
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S1
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Ss
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Ssl+
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Novl9
Novl9
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Nov20
Nov20
Nov20
Nov20
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:11
:00
:11
:00
:00
:00
:11
100
126
42
150
:11
100
106
100
107
:39
:11
100

containerd-shim —-namespace moby -workdir /var/lib/containerd/io.containerd.runtime.

\_ /pause

containerd-shim —-namespace moby -workdir /var/lib/containerd/io.containerd.runtime.

\_ node fusr/bin/nodemon /src/index.js
\_ sh -c node /src/index.js
\_ node /src/index.js

containerd-shim —-namespace moby -workdir /var/lib/containerd/io.containerd.runtime.

\_ /pause

containerd-shim -namespace moby -workdir /var/lib/containerd/io.containerd.runtime.

\_ fusr/local/bin/python /fusr/local/bin/gunicorn -b :8080 --workers 1 —--threads 1

vl

vl

vl

vl

\_ /usr/local/bin/pythen /usr/lecal/bin/gunicorn -b :8080 --workers 1 --threads

containerd-shim —-namespace moby -workdir /var/lib/containerd/io.containerd.runtime
\_ /pause

containerd-shim —-namespace moby -workdir /var/lib/containerd/io.containerd.runtime
\_ /pause

containerd-shim —-namespace moby -workdir /var/lib/containerd/io.containerd.runtime
\_ /docker-java-home/bin/java -Djava.util.logging.config.file=/opt/atlassian/conf
| \_ /usr/lib/jvm/java-8-openjdk-amdéd/jre/bin/java -classpath /opt/atlassian/c
\_ /bin/sh

vl
vl
vl

lue
onf
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Rootless koHTenHepbl

MocTpoeHbl Ha base UserNS

Rootless containers NTT ©)

* Puts container runtlmes (as well as containers) in a user namespace

« Can mitigate potential vulnerabilities of the runtimes
<. e.g. runc breakout

CVE-2024-21620
(2024-01-31)

No access to read/write other users’ files
No access to modify the kernel

No access to modify the firmware

No ARP spoofing

No DNS spoofing

* Also useful for shared hosts (High-performance Computing, etc.)
— Works with GPU too

" " Akihiro Suda (NTT)

KoHdpepeHums no BEsonacHoctn KOHTENHEPOB 1 KOHTENHEPHbIX CPe[,
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https://github.com/AkihiroSuda/AkihiroSuda/blob/master/slides/2024/20240201%20%5BHPC%20Containers%5D%20Rootless%20Containers.pdf

Barnano CIS Docker Benchmark BEKOH

2.9 Enable user namespace support (Manual)

Profile Applicability:
e Level 2 - Docker - Linux
Description:

You should enable user namespace support in Docker daemon to utilize container user
to host user re-mapping. This recommendation is beneficial where the containers

are using do not have an explicit container user defined in the container image. If the
container images that you are using have a pre-defined non-root user, this
recommendation may be skipped as this feature is still in its infancy, and might result in
unpredictable issues or difficulty in configuration.

Rationale:

The Linux kernel "user namespace" support within the Docker daemon provides
additional security for the Docker host system. It allows a container to have a unique
range of user and group IDs which are outside the traditional user and group range
utilized by the host system.

For example, the root user can have the expected administrative privileges inside the
container but can effectively be mapped to an unprivileged UID on the host system.

Impact:

User namespace remapping is incompatible with a number of Docker features and also
currently breaks some of its functionalities. Reference the Docker documentation and
included links for details.

KoHdpepeHums no BEsonacHoctn KOHTENHEPOB 1 KOHTENHEPHbIX CPe[, 21



dununm Kubernetes BEKOH

« KubeletinUserNamespace
« UserNamespacesSupport

« UserNamespacesPodSecurityStandards

 owner:

alpha:

Enables support for running kubelet in a user namespace.

" The user namespace has to be created before running kubslet.

'/ All the node components such as CR ed to be running in the same user

KubeletInUserhiam

' owner: @rata, @giuseppe

'/ kep: https:
' alpha: v1.25

'/ beta:

/ owner:

alpha:

sSupport”

in the cluster

support the

ydSecurityStandards”
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KEP-2033: Kubelet-in-UserNS (aka Rootless mode) BEKOH

This KEP allows running the entire Kubernetes components ( kubelet , CRI, OCI, CNI, and all kube-* ) as a non-root user on the host, by running

them in a . See : rair aveats for the caveats.

Goals

e Allow kubelet and kube-proxy to be executed inside user namespaces create by a non-root user. See "Re

Motivation

¢ Protect the host from potential container-breakout vulnerabilities. This is the main motivation.

* Allow users of shared machines (especially HPC) to run Kubernetes without the risk of accidentally breaking their colleagues' environments.
Not recommended for real multi-tenancy where the users cannot be trusted.
» Safe kind : Kubernetes inside Rootless Docker/Podman.

o Safe Kubernetes-on-Kubernetes, to isolate workloads more strictly than Kubernetes APl namespaces.

CVE-2017-1002102: kubelet could delete files on the host during syncing secret/configMap/downwardAPI volumes
CVE-2019-11245: Dockerfile USER instruction was ignored by kubelet
CVE-2018-11235: kubelet could execute an arbitrary command as the root via gitRepo volumes

Potential image extraction zip-slip vulnerabilities in CRI runtimes. Both containerd and CRI-O are working on implementing supports for
new archive formats like zstd, imgcrypt, and stargz. Potentially these implementations have such vulnerabilities.

And lots of CRI/OCI vulnerabilities in the past.

KoHdpepeHums no BEsonacHoctn KOHTENHEPOB 1 KOHTENHEPHbIX CPe[, 28



KubeltinUserNamespace BEKOH

« Bce Kubernetes KOMNOHEHTbI U KOHTENHEPDLI MOTYT
paboTaTb OT NON-root nonb3oBaTenen

« Pabota nget c 2016 roga Before you begin

« B cratyce Alpha c1.22 Your Kubernetes server must be at or later than version 1.22. To check the
. I—lo yMOﬂanl/”'O BbIKAOUEH version, enter kubectl version .

e Enable Cgroup v2
¢ Enable systemd with user session

e Configure several sysctl values, depending on host Linux distribution

e Ensure that your unprivileged user is listed in /etc/subuid and

/etc/subgid

® KubeletInUserNamespace feature gate

KoHdpepeHums no BEsonacHoctn KOHTENHEPOB 1 KOHTENHEPHbIX CPe[, 24



Usernetes

- Kubernetes He TpebyoLWwmm HUKaKnx root NpuBUNeErnm.

Usernetes: Kubernetes without the root privileges
(Generation 2)

a Kubernetes cluster inside R
vulnerabilit

kind and Usernetes (Ge

Usernete

cluster with multiple hosts.

temd-journald
temd-udevd
ablfdb19d68da8c5d3cOba95e224ae291bfack

.io -id 574bd 1ee9471

--allow-privileged=true --autho tion-mode=Node, RBAC

6dbe258dbe

-client-urls=https

hin/containerd-shim-runc-v2 -nam

authentication-kubeconfig=/et
rap-kubelet nf --kube
26dc408b73d84b173b70

kube-controller-manager

fig=/etc/kubernetes = /kubernetes/kubelet.conf --config

-id d

Jusr/bin/kubelet --bootstrap-kube

/local/bin/containerd-shim-runc-v2 -nam ace k8s.io

15183

KoHdpepeHums no BEsonacHoctn KOHTENHEPOB 1 KOHTENHEPHbIX CPe[,

¥1cebbdc -address frun/containerd/containerd

-client-ca-file=/etc/kubernetes/pki/ca.crt --cloud-provider

15459dfbc4f8b -address /run/containerd/containerd

controller-manager.conf --authoriz
var/1lib/kubelet/con

677ecP -address /frun/containerd/containerd.sock

LEIKOH

so as to mitigate potential container-breakout

eating a

ck

xternal --enable-admission-plugins=Ned

ek
tc/kubernetes/scheduler.conf --le
lib/etcd --experimental-initial-corrupt-check=true --experim
ontainerd.sock

c/kubernetes/controller-manager.cont --bind-addre

ml --container-runtime-endpoint=uni

PAS)


https://github.com/rootless-containers/usernetes

KEP-127: Support User Namespaces LGEKOH

The goal of supporting user namespaces in Kubernetes is to be able to run processes in pods with a different user and group IDs[than in the

host. Specifically, a privileged process in the pod runs as an unprivileged process in the host. If such a process is able to break out of the

container to the host, it'll have limited impact as it'll be running as an unprivileged user there.

Goals
Here we use UIDs, but the same applies for GIDs.

Increase node to pod isolation by mapping user and group IDs inside the container to different IDs in the host. In particular, mapping root
inside the container to unprivileged user and group IDs in the node.

Increase pod to pod isolation by allowing to use non-overlapping mappings (UIDs/GIDs) whenever possible. In other words: if two
containers runs as user X, they run as different UIDs in the node and therefore are more isolated than today.

Allow pods to have capabilities (e.g. cAp_sys_apmin ) that are only valid in the pod (not valid in the host).

Benefit from the security hardening that user namespaces provide against some of the future unknown runtime and kernel vulnerabilities.

5: Host runc binary can be overwritten from container. Completely mitigated with userns.

takeover in the public cloud.
: Mitigated as root in the container is not root in the host
HIGH)
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UserNamespacesSupport

namespace), OT/IMYHOM OT XOCTOBOIO
B cTatyce Alpha c1.25, B'Beta ¢ 1.30

« [J101.28 Ha3biBanca UserNamespacesStatelessPodsSupport spec:

* [loyMO4YaHUIO BbIKITIOYEH
« Hapo ctapule 6.3, 3aBMncMMocTM oT CRI-O m crun ...
« [unpekTmBa hostUsers B MaHUdpecTe
 hostUsers: false He coBMecTMMa C
 hostNetwork: true
* hostIPC: true
 hostPID: true

Processes in
container 1

KoHdpepeHums no BEsonacHoctn KOHTENHEPOB 1 KOHTENHEPHbIX CPe[,

LEIKOH

[To3BoNI9eT KOHTEMHEPHbIM MpoleccaM paboTaTb B OTOE/IbHOM MPOCTPaHCTBe (User

apiversion: vil
kind: Pod

hostUsers: false
containers:
- name: nginx

image: docker.io/nginx

Processes in
container 2

‘Mount namespace
tainer)

container 1 container 2

IPC namespace
(pod)

Network,n_amespace
(pod)

pod
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He nytaem KEP-127 n KEP-2033 GEKOH

Non-Goals

e Provide a way to run the kubelet process or container runtimes as an unprivileged process. Although initiatives like kubelet in user

aces and this KEP both make use of user namespaces, it is a different implementation for a different purpose.

Non-Goals
The Node-level UserNS KEP is similar to this KEP, but out of scope for this KEP.

While Node-level UserNS executes only containers inside UserNS. this KEP executes all the node components inside UserNS to mitigate

vulnerabilities of all components,

Node-level UserNS and this KEP do not conflict and can be stacked together. (Node-level UserNS inside Kubelet's UserNS.)

*-co34aTb Kriacrep, rge ogHoBpeMeHHO BKJ/IKOYEHbI 2TU Cf)VILH/I HO cerogHsALWHUW JeHb He yAaasiochb ...

KoHdpepeHums no BEsonacHoctn KOHTENHEPOB 1 KOHTENHEPHbIX CPe[,
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UserNamespacesPodSecurityStandards BEKOH

« [losBonget cmarymTb nonutuky Pod Security Standards ong Pods 3anyuweHHbix B UserNS
B cTatyce Alpha c1.29
« [1o yMOAYaHUIO BbIK/TIOYEH

If you enable the associated feature gate and create a Pod that uses user
namespaces, the following fields won't be constrained even in contexts that
enforce the Baseline or Restricted pod security standard. This behavior does
not present a security concern because root inside a Pod with user
namespaces actually refers to the user inside the container, that is never
mapped to a privileged user on the host. Here's the list of fields that are not

checks for Pods in those circumstances:

spec.securityContext.runAsionRoot
spec.containers[*].securityContext.runAsNonRoot
spec.initContainers[*].securityContext.runAsNonRoot
spec.ephemeralContainers[*].securityContext.runAsNonRoot
spec.securityContext.runhAsUser
spec.containers[*].securityContext.runAsUser
spec.initContainers[*].securityContext.runAslUser

spec.ephemeralContainers[*].securityContext.runAsUser

KoHdpepeHums no BEsonacHoctn KOHTENHEPOB 1 KOHTENHEPHbIX CPe[, 29



Default seccomp GEKOH

MO>XHO BCTPETUTb No4g Ha3dBaHNAMMU
» Default seccompprofile
« SeccompDefault
 RuntimeDefault

Pa3BuTme B Kubernetes Bepcmax

« 122 -alpha securityContext:

« 125- beta seccompProfile:

» 127-GA type: RuntimeDefault
HacTpownka dnara kubelet nnm ero KoHdUrypauMoHHbIN dann

 --seccomp-default

« seccompDefault: true

OTKmoqaeT/3ar|peu_LaeM MHOI’OCTpa,EI,aJ'IbeIl;I Bbl30B unshare BHYTPU KOHTel;IHepa

[/ DefaultProfile is usec » allow mutations from the DefaultProfile from the secco

f/ Specifically, it is wsed to filter “unshare™ from the default profile, as it is a risky sy d containers

'/ to have access to.
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3aKknnyeHne
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BbiBOADI BEKOH

« HeymecTHOe, HEKOHTpONMpyemoe ucnonb3oBaHue unprivileged user namespaces npmMBoanT K
yBENMYEHMIO MOBEPXHOCTU aTaku Ha a4p0
° r,EI,e NJaHHaA (byHKLI,l/IOHaJ_IbHaS:I He Tpe6yeTcs:| - OTKJIKOYaUTE

« YMecTHOe, NpaBunbHOE UCNoNb3oBaHMe unprivileged user namespaces No3BoONsgeT
peann3oBaTb sandbox koHuenuuio, rootless KOHTENMHEPDI 1 YMEHbLLUUTb MOBEPXHOCTb aTakn y
a0pa U3 KOHTenHepa

« CnegyvTe NPpUHLUMNY HAaMMEHbLLMX NPUBUIETNI
« SecurityContext, seccomp u T.A.
« [1N9 KOHTEMHEPHbIX OKPYXXeHUN, Kubernetes ncrnonb3lymrte creymnanmnanpoBaHHoe
OKpy>KeHue , 6e3 gocTyna Tyaa YenoBekKa
« Container-specific OS
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